# ******** Piosson, Negative Binomioal, ZIP and ZINB Models in R ******

# Code for Models in “More Flexible GLMs”

# R Code to fit Poisson, Negative Binomial, ZIP and ZINB Models

# to Yip and Yau automobile insurance data

# The code also performs some tests on the different models

# load libraries that are needed

# Note these libraries must be downloaded first.  

# Click on Packages, then install packages, to get libraries you need 

library(MASS)

library(pscl)

library(lmtest)

library(lme4)

library(sandwich)

library(mda)

library(mgcv)

#------------------------------------------- Load data

# Read training and test sets together, variable training is 1 if

# training data set

# Yau1.dat is the raw data

# Yau Claims Dat2 is the data with CHAID four var tree

# MASS library has negative binomial, pscl library for ZINB, lmtest libraty for tests

#read YIP and Yau auto insurance data from csv file

#Dat<-read.table('C:/ZIP Paper/Yau1.csv',header=TRUE,sep=",")

#Dat<-read.table('C:/ZIP Paper/Yauadj.csv',header=TRUE,sep=",")

Dat<-read.table('C:/ZIP Paper/Yau Claims Data2.csv',header=TRUE,sep=",")

# Create R database from data

ClaimDat<-data.frame(Dat)

# subset the data for training data

ClaimDat<-ClaimDat[ClaimDat$train==1,]

#get variable names as seen by R

names(ClaimDat)

#What variables have missing values?

#Missing values cause problems in R functions

IncomeMiss<-is.na(ClaimDat$INCOME)*1

YOJMiss<-is.na(ClaimDat$YOJ)*1

# get parameters on variables with missing values

mu.i<-mean(ClaimDat$INCOME,na.rm=T)

sd.i<-sd(ClaimDat$INCOME,na.rm=T)

mu.y<-mean(ClaimDat$YOJ,na.rm=T)

sd.y<-sd(ClaimDat$YOJ,na.rm=T)

sd.a<-sd(ClaimDat$AGE,na.rm=T)

mu.i

sd.i

sd.a

mu.y

sd.y

cv.i<-sd.i/mu.i

# derive lognormal parameters for filling in the missing values

s.i<-sqrt(log(cv.i^2+1))

m.i<-log(mu.i)-.5*s.i^2

#Get model variables from database

CAR_USE<-ClaimDat$CAR_USE

NPOLICY<-ClaimDat$NPOLICY

RETAINED<-ClaimDat$RETAINED

AGE<-ClaimDat$AGE

YOJ<-ClaimDat$YOJ

MVR_PTS<-ClaimDat$MVR_PTS

TRAVTIME<-ClaimDat$TRAVTIME

GENDER<-ClaimDat$GENDER

MARRIED<-ClaimDat$MARRIED

PARENT1<-ClaimDat$PARENT1

Education<-ClaimDat$Education

DENSITY<-ClaimDat$DENSITY

JOBCLASS<-ClaimDat$JOBCLASS

CLM_FREQ<-ClaimDat$CLM_FREQ

BLUEBOOK<-ClaimDat$BLUEBOOK

KIDSDRIVE<-ClaimDat$KIDSDRIVE

REVOLKED<-ClaimDat$REVOLKED

INCOME<-ClaimDat$INCOME

# The Nodes from Chaid vaiables

NodeIDCHAID4Var<- ClaimDat$NodeIDCHAID4Var

PredictedValueCHAID4Var<- ClaimDat$PredictedValueCHAID4Var

#replace missing data with random value or mean value

INCOME<-replace(INCOME,is.na(INCOME),rlnorm(1,m.i,s.i))

ClaimDat$INCOME<-INCOME

#replace missing data with random value

AGE<-replace(AGE,is.na(AGE),max(mean(AGE,na.rm=T)+rnorm(1,0,3),16))

ClaimDat$AGE<-AGE

YOJ<-replace(YOJ,is.na(YOJ), 0+.9*rpois(1,mu.y))

ClaimDat$YOJ<-YOJ

#----------------------------------- Fit Poisson GLM ------------------

freq.poi<-glm(CLM_FREQ~ CAR_USE+GENDER+MARRIED+DENSITY,data=ClaimDat,family=poisson,na.action=na.fail)

summary(freq.poi)

freq.poi<-step(freq.poi)

summary(freq.poi)

freq.poi.chaid<-glm(CLM_FREQ~ CAR_USE+GENDER+MARRIED+DENSITY+NodeIDCHAID4Var,data=ClaimDat,family=poisson,na.action=na.fail)

freq.poi.chaid<-step(freq.poi.chaid)

summary(freq.poi.chaid)

# Use tree nodes for interactions - To use this code remove pound sign

#freq.poi<-glm(CLM_FREQ~ CAR_USE+NPOLICY+RETAINED+AGE+MVR_PTS+INCOME+TRAVTIME+GENDER+MARRIED+PARENT1+Education+DENSITY+JOBCLASS+KIDSDRIV+BLUEBOOK+REVOLKED+NodePoi,data=ClaimDat,family=poisson,na.action=na.fail)

#summary(freq.poi)

# get predicted value

predict.poi<-predict(freq.poi,type="response")

# for simple models there may be fewer than 

# 10 unique values causing an error message

poi.decile<-quantile(predict.poi,0:10/10)

#get data to plot predicted by decile

# for simple models there may be fewer than 

# 10 unique values causing an error message

table(as.factor(poi.decile))

poi.bin<-cut(predict.poi,poi.decile)

table(poi.bin)

# get data for lift curve

lift.poi<-tapply(CLM_FREQ,poi.bin,mean)

lift.poi.pred<-tapply(predict.poi,poi.bin,mean)

# plot should be a straight line

plot(lift.poi,lift.poi.pred)

# Get correlation between predicted and actual at the percentiles

cor(lift.poi,lift.poi.pred)

#compute chi square statistic

chi.poi<-((CLM_FREQ-predict.poi)^2)/predict.poi

sum(chi.poi)

#generate random claims from distribution

claim.poi<-rpois(length(predict.poi),predict.poi)

#plot histogram comparison of actual and fitted counts

par(mfrow=c(2,1))

hist(CLM_FREQ)

hist(claim.poi)

#-------------------------- Poisson with overdispersion --------------------

freq.poi2<-glm(CLM_FREQ~CAR_USE+GENDER+MARRIED+DENSITY,family=quasipoisson,data=ClaimDat)

summary(freq.poi2)

logLik(freq.poi2)

predict.poi2<-predict(freq.poi2,type="response")

# Compute decile and compute mean prediction by decile

# for simple models there may be fewer than 

# 10 unique values causing an error message

poi2.decile<-quantile(predict.poi2,0:10/10)

table(as.factor(poi2.decile))

poi2.bin<-cut(predict.poi2,poi2.decile)

# compute data for lift curve

lift.poi2<-tapply(CLM_FREQ,poi2.bin,mean)

lift.poi2.pred<-tapply(predict.poi2,poi2.bin,mean)

# plot should be a straight line

par(mfrow=c(1,1))

plot(lift.poi2,lift.poi2.pred)

#compute chi square statistic  for both

chi.poi2<-((CLM_FREQ-predict.poi2)^2)/predict.poi2

claim.poi2<-round(predict.poi2,0)

sum(chi.poi)

sum(chi.poi2)

#plot histogram comparison of actual and fitted counts

par(mfrow=c(2,1))

hist(CLM_FREQ)

hist(claim.poi2)

#-------------------------- Negative binomial --------------------------------

# glm.nb is from MASS library

freq.nb<-glm.nb(CLM_FREQ~ CAR_USE+GENDER+MARRIED+DENSITY,init.theta=1.2,data=ClaimDat)

summary(freq.nb)

freq.nb<-step(freq.nb)

summary(freq.nb)

# with chaid predictors

freq.nb.chaid<-glm.nb(CLM_FREQ~ CAR_USE+GENDER+MARRIED+DENSITY+NodeIDCHAID4Var,init.theta=1.2,data=ClaimDat)

summary(freq.nb.chaid)

freq.nb.chaid<-step(freq.nb.chaid)

summary(freq.nb.chaid)

predict.nb<-predict(freq.nb,type="response")

# Compute decile and compute mean prediction by decile

# for simple models there may be fewer than 

# 10 unique values causing an error message

nb.decile<-quantile(predict.nb,0:10/10)

table(as.factor(nb.decile))

nb.bin<-cut(predict.nb,nb.decile)

# compute mean frequency by quantile data for lift curve

lift.nb<-tapply(CLM_FREQ,nb.bin,mean)

lift.nb.pred<-tapply(predict.nb,nb.bin,mean)

# lift curve plot should be a straight line

par(mfrow=c(1,1))

plot(lift.nb,lift.nb.pred)

cor(lift.nb,lift.nb.pred)

#compute chi square statistic

chi.nb<-((CLM_FREQ-predict.nb)^2)/predict.nb

sum(chi.nb)

#generate random claims from distribution

claim.nb<-rnbinom(length(predict.poi),1,predict.nb)

claim.nb<-round(predict.nb,0)

sum(chi.poi)

sum(chi.nb)

#plot histogram comparison of actual and fitted counts

par(mfrow=c(2,1))

hist(CLM_FREQ)

hist(claim.nb)

# ----------------------------------------- zero inflated  Poisson

# uses constant phi or probability of structural zeros

# zeroinfl function is from pscl library

#eliminate insignificant vars: retained, age, gender, parent1, jobclaass

freq.zip0<-zeroinfl(CLM_FREQ~ CAR_USE+GENDER+MARRIED+DENSITY |1,data=ClaimDat,dist=c("poisson"))

summary(freq.zip0)

freq.zip0.chaid<-zeroinfl(CLM_FREQ~ CAR_USE+MARRIED+DENSITY+NodeIDCHAID4Var |1,data=ClaimDat,dist=c("poisson"))

summary(freq.zip0.chaid)

predict.zip0<-predict(freq.zip0,type="response")

# Compute decile and compute mean prediction by decile

# for simple models there may be fewer than 

# 10 unique values causing an error message

zip0.decile<-quantile(predict.zip0,0:10/10)

table(as.factor(zip0.decile))

zip0.bin<-cut(predict.zip0,zip0.decile)

# compute data for lift curve

lift.zip0<-tapply(CLM_FREQ,zip0.bin,mean)

lift.zip0.pred<-tapply(predict.zip0,zip0.bin,mean)

# plot should be a straight line

par(mfrow=c(1,1))

plot(lift.zip0,lift.zip0.pred)

cor(lift.zip0,lift.zip0.pred)

#compute chi square statistic

chi.zip0<-((CLM_FREQ-predict.zip0)^2)/predict.zip0

claim.zip0<-round(predict.zip0,0)

sum(chi.poi)

#sum(chi.poi2)

sum(chi.nb)

sum(chi.zip0)

#------------------- do Zero Inflated Poisson with separate nonconstant logistic model

freq.zip<-zeroinfl(CLM_FREQ~CAR_USE+GENDER+MARRIED+DENSITY|CAR_USE+GENDER+MARRIED+DENSITY ,data=ClaimDat,dist=c("poisson"))

summary(freq.zip)

predict.zip<-predict(freq.zip,type="response")

# Compute decile and compute mean prediction by decile

# for simple models there may be fewer than 

# 10 unique values causing an error message

zip.decile<-quantile(predict.zip,0:10/10)

table(as.factor(zip.decile))

zip.bin<-cut(predict.zip,zip.decile)

# compute data for lift curve

lift.zip<-tapply(CLM_FREQ,zip.bin,mean)

lift.zip.pred<-tapply(predict.zip,zip.bin,mean)

# plot should be a straight line

par(mfrow=c(1,1))

plot(lift.zip,lift.zip.pred)

cor(lift.zip,lift.zip.pred)

#compute chi square statistic

chi.zip<-((CLM_FREQ-predict.zip)^2)/predict.zip

claim.zip<-round(predict.zip,0)

sum(chi.poi)

#sum(chi.poi2)

sum(chi.nb)

sum(chi.zip0)

sum(chi.zip)

#------------------------------------hurdle model

freq.hurdlep0<-hurdle(CLM_FREQ~ CAR_USE+GENDER+MARRIED+DENSITY|1,data=ClaimDat,dist=c("poisson"),hurdle.dist=c("binomial"))

summary(freq.hurdlep0)

freq.hurdlepoi<-hurdle(CLM_FREQ~ CAR_USE+GENDER+MARRIED+DENSITY,data=ClaimDat,dist=c("poisson"),hurdle.dist=c("binomial"))

summary(freq.hurdlepoi)

# get prediction

  predict.hurdlep<-predict(freq.hurdlepoi,type="response")

# Compute decile and compute mean prediction by decile

# for simple models there may be fewer than 

# 10 unique values causing an error message

hurdlep.decile<-quantile(predict.hurdlep,0:10/10)

table(as.factor(hurdlep.decile))

hurdlep.bin<-cut(predict.hurdlep,hurdlep.decile)

# compute data for lift curve

lift.hurdlep<-tapply(CLM_FREQ,hurdlep.bin,mean)

lift.hurdlep.pred<-tapply(predict.hurdlep,hurdlep.bin,mean)

# plot should be a straight line

par(mfrow=c(1,1))

plot(lift.hurdlep,lift.hurdlep.pred)

cor(lift.hurdlep,lift.hurdlep.pred)

# ----------------------Out of sample testing of the  models --------------------------

ClaimTest<-data.frame(Dat)

# subset the data for test claims

ClaimTest<-ClaimTest[ClaimTest$train==0,]

#replace missing data with random value or mean value or some functions will not work

ClaimTest$INCOME<-replace(ClaimTest$INCOME,is.na(ClaimTest$INCOME),rlnorm(1,m.i,s.i))

#ClaimDat$INCOME<-INCOME

#replace missing data with random value

ClaimTest$AGE<-replace(ClaimTest$AGE,is.na(ClaimTest$AGE),mean(ClaimTest$AGE,na.rm=T))

#ClaimDat$AGE<-AGE

ClaimTest$YOJ<-replace(ClaimTest$YOJ,is.na(ClaimTest$YOJ), 0+.9*rpois(1,mu.y))

#ClaimDat$YOJ<-YOJ

#------------ Poisson model

predict.test.poi<-predict(freq.poi,type="response",newdata=ClaimTest)

# Get deciles of prediction

# for simple models there may be fewer than 

# 10 unique values causing an error message

poi.test.decile<-quantile(predict.test.poi,0:10/10)

table(as.factor(poi.test.decile))

poi.test.bin<-cut(predict.test.poi,poi.test.decile)

table(poi.test.bin)

# get data for lift curve

lift.test.poi<-tapply(ClaimTest$CLM_FREQ,poi.test.bin,mean)

lifttest.poi.pred<-tapply(predict.poi,poi.bin,mean)

# plot should be a straight line

plot(lift.test.poi,lifttest.poi.pred)

cor(lift.test.poi,lifttest.poi.pred)

#------------ Negative Binomial model

predict.test.nb<-predict(freq.nb,type="response",newdata=ClaimTest)

# Compute decile and compute mean prediction by decile

nb.test.decile<-quantile(predict.test.nb,0:10/10)

table(as.factor(nb.test.decile))

nb.test.bin<-cut(predict.test.nb,nb.test.decile)

# compute mean frequency by quantile data for lift curve

lift.test.nb<-tapply(ClaimTest$CLM_FREQ,nb.test.bin,mean)

lifttest.nb.pred<-tapply(predict.test.nb,nb.test.bin,mean)

# lift curve plot should be a straight line

par(mfrow=c(1,1))

plot(lift.test.nb,lifttest.nb.pred)

cor(lift.test.nb,lifttest.nb.pred,use="complete")

#------------ Full ZIP model with non constant logistic regression 

predict.test.zip<-predict(freq.zip,type="response",newdata=ClaimTest)

min(predict.test.zip)

# Compute decile and compute mean prediction by decile

zip.test.decile<-quantile(predict.test.zip,probs=0:10/10)

table(as.factor(zip.test.decile))

zip.test.bin<-cut(predict.test.zip,zip.test.decile)

# compute data for lift curve

lift.test.zip<-tapply(ClaimTest$CLM_FREQ,zip.test.bin,mean)

lifttest.zip.pred<-tapply(predict.test.zip,zip.test.bin,mean)

# plot should be a straight line

par(mfrow=c(1,1))

plot(lift.test.zip,lifttest.zip.pred)

cor(lift.test.zip,lifttest.zip.pred,use="complete")

#------------ Full hurdle Poisson model with non constant logistic regression 

predict.test.hurdlep<-predict(freq.hurdlepoi,type="response",newdata=ClaimTest)

# Compute decile and compute mean prediction by decile

hurdlep.test.decile<-quantile(predict.test.hurdlep,0:10/10)

table(as.factor(hurdlep.decile))

hurdlep.test.bin<-cut(predict.test.hurdlep,hurdlep.test.decile)

# compute data for lift curve

lift.test.hurdlep<-tapply(ClaimTest$CLM_FREQ,hurdlep.test.bin,mean)

lifttest.hurdlep.pred<-tapply(predict.test.hurdlep,hurdlep.test.bin,mean)

# plot should be a straight line

par(mfrow=c(1,1))

plot(lift.test.hurdlep,lifttest.hurdlep.pred)

cor(lift.test.hurdlep,lifttest.hurdlep.pred,use="complete")

# -----------Logliklihood test---------------------------

fm<-list("ML-Pois"=freq.poi,"NegBin"=freq.nb,"ZIP const prb"=freq.zip0,"ZIP-Lgst"=freq.zip,"Hurdlep-const"=freq.hurdlep0,"Hurdle-Pois"=freq.hurdlepoi,"Hurdle-NB"=freq.hurdlenb)

rbind(logLik=sapply(fm, function(x) round(logLik(x),digits=0)),Df=sapply(fm, function(x) attr(logLik(x), "df")))

# -------- Compare all of them --------------------------------

cor(lift.test.poi,lifttest.poi.pred)

cor(lift.test.nb,lifttest.nb.pred,use="complete")

cor(lift.test.zip,lifttest.zip.pred,use="complete")

cor(lift.test.hurdlep,lifttest.hurdlep.pred,use="complete")

#------------- Create output database ------------------

outtest<-data.frame(CLM_FREQ,predict.test.poi,predict.test.nb,predict.test.zip,predict.test.hurdlep,hurdlep.test.decile,zip.test.bin,hurdlep.test.bin)

write.table(Outtest,'C:/ZIP Paper/Outtest1.csv',col.names=TRUE,sep=",")

decile<-data.frame(poi.test.decile, nb.test.decile,zip.test.decile,hurdlep.test.decile)

#------------ model coefficients ------------------------

freq.poi$coefficients

freq.nb$coefficients

freq.zip$coefficients
